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ABSTRACT
This paper describes how a cognitive agent for cyber defense forms sensing goals through a process of active
perception. Loosely following a beliefs-desires-intentions (BDI) model (Bratman, 1987), we show how this
agent arrives at the desire for more information, based on its beliefs about the current state of the defended
network resulting from prior observations. The system translates these desires into intentions by identifying
sensing goals, and a subset of these goals that best cover the most important attack targets with the existing
resources. We identify two important classes of information goals for cyber defense systems: forensic and
proactive. Forensic goals arise when the system identifies possible attack events, but does not have enough
evidence to accept or reject these hypotheses. Proactive goals arise when the system anticipates attacks of a
particular nature, or attacks on a particular target(s). In this case the system will want to ensure that it has
deployed sensors that can detect the anticipated attacks. We discuss the process of forming sensor goals,
and the knowledge representation which underlies them.

1. Introduction
The STRATUS system (Thayer et al., 2013; Robertson, Laddaga, & Burstein, 2013) embodies a cognitive
architecture for autonomous cyber defense. STRATUS receives information about security-related events
in the defended network from noisy intrusion detection sensors. It fuses reports together to identify likely
intrusion events, and reasons about the resulting trust status of network assets (hardware/software systems
playing roles in a mission) in order to decide how to use use spare resources to improve resilience. STRATUS uses models of the network, its computational tasks and data flows, and possible attacker actions to
generate plausible adversarial attack plans, which it uses to project attackers’ likely next steps and prepare
mitigations for those steps. Figure 1 shows the overall system and data flows.
In this paper we focus specifically on how STRATUS uses active perception, the dynamic formation
of information gathering or sensing goals to resolve interpretation questions. Our approach loosely follows
a beliefs-desires-intentions (BDI) model (Bratman, 1987), where an agent arrives at the desire for more
information, based on its beliefs about the current state of the defended network and its priorities for selfprotection. It translates the desires into intentions, represented by sensing goals. STRATUS then chooses a
subset of these goals that best serves its goal of protecting its most important ongoing tasks. We identify two
important classes of information goals for cyber defense systems: forensic and proactive. Forensic goals
arise when the system identifies possible attack events, but does not have enough evidence to accept or reject
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Figure 1: STRATUS architecture and information flow. The figure divides the architecture into three
vertical slices, from the bottom the communications and sensing infrastructure, the tactical
response loop, and the strategic loop. Legends on arcs in the main part of the figure describe
the content of information flows. To the left is a list of the model content used by STRATUS.
these hypotheses. Proactive goals arise when the system anticipates attacks of a particular nature, or attacks
on a particular target(s). In this case the system will want to ensure that it has deployed sensors that can
detect the anticipated attacks.
The general flow of information and reasoning in STRATUS is as follows: Sensor reports are combined
by STRATUS’ MIFD component into attack event hypotheses which get used diagnostically to explain prior
events, and proactively to anticipate likely new attack points. Initially, STRATUS just absorbed all of the
sensor information that was sent to it. However, over the course of the project, we have recognized the need
to actively manage our network sensors, through dynamic formation of sensing goals, in order to improve
the accuracy of STRATUS’ hypotheses. For example, some sensors (such as binary auditors of executables)
are too expensive to run routinely everywhere. But they might be appropriate for use either to confirm or
disconfirm indications of a possible attack, or to carefully watch assets that are critical to the network’s task
performance.
In this paper, we briefly review our inspiration for active perception, then outline how the functioning
of STRATUS has been improved by adopting active perception. We focus on how one of STRATUS’s
components, MIFD, generates information seeking goals to improve its information fusion capability.

2. Inspiration
In most existing cyber security systems and machine perception systems, the sensor components are statically configured, so that sensor data is processed in the same, bottom-up manner each sensing cycle. The
parameters of such systems are also statically tuned to operate optimally under very specific conditions. If
higher level goals, context, or the environment change, the specific conditions for which the static configu-
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ration is intended may no longer hold. As a result, the static systems are prone to error because they cannot
adapt to the new conditions: they are too inflexible. The results for cyber security are either too many false
positives or too many false negatives, both disastrous. In other systems, including many computer vision
systems, the results of sensing are so unreliable as to be unusable.
Inspiration for our approach, active perception, comes from biology. We have learned that high level
context plays a key part in how images are interpreted (Oliva & Torralba, 2006). Context is the key to
managing noisy sensors in image understanding and the hypothesis presented in this paper is that this is true
for sensor systems in general – even for sensors operating in artificial systems such as cyberspace.
If context is key how do we get things started? It turns out that biology has an answer to that, too. Two
ideas are key to the bootstrapping of contexts. The first is that of level skipping information flow where low
level information skips some levels or processing to a higher level. In the brain these levels are different
regions of the cortex. The surprising finding was that simple low level processing on sensor data, specifically
image sensor data, is enough to characterize image type, or at least a set of possible candidate image types.
This jumping to a (set of) conclusions has been called gisting (Oliva & Torralba, 2006). We can infer the gist
of an image without discovering any of its contents with simple statistical methods on the low level data.
Gisting allows vision systems to identify the context of an image, and then these systems can use context
to find content in the image. The presence of a context allows many false positives to be avoided. The upshot
is that with active perception, we can do a better job of working with noisy and unreliable sensors.
Active perception draws on models for many purposes (Figure 2):
• to inform context-dependent tuning of sensors,
• to direct sensors towards phenomena of greatest interest,
• to follow up initial alerts from cheap, inaccurate sensors with targeted use of expensive, accurate
sensors,
• and to intelligently combine results from sensors with context information.
Our model-based approach deploys sensors to build structured interpretations of situations to meet missioncentered decision making requirements.
Much work has been done on applying these ideas in the area of computer vision (Hofmann & Robertson., 2015), in this paper we discuss the architecture of a system that takes the same approach to interpreting
noisy cyber attack sensors with the goal of producing high quality interpretations of sensor data and thereby
avoiding the false positives that make today’s systems ineffective (because people disable them if there are
too many false positives).
Figure 2 shows the active perception loop, superimposed on a diagram describing the integration of
top-down and bottom-up processing in vision.1 Details of the visual processing are not important. The key
ideas are that gisting starts the process of active perception, by activating top-level hypotheses/interpretation
(here the presence of a dog in the image). The activation of the high-level hypothesis enables both priming
to cause certain features to become more salient, and deployment of specialized sensors that are known to
work well with the context in question.

3. STRATUS
STRATUS’s goal is to use modest added overhead in computational resources to diagnose an attack, switch
rapidly to computed backup contingencies, and predict downstream events by attackers with enough robustness to make mission critical functions resilient to those attacks (Thayer et al., 2013; Robertson, Laddaga, &
1. The original diagram is from Serre (Serre, 2006).
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Figure 2: Active Perception uses model-based top-down reasoning, as well as bottom-up computation,
to guide sensing actions. This figure is adapted from a talk by Thomas Serre (Serre, 2006).
Based&on&Thomas&Serre&2006&Talk:&Feedforward&theories&of&visual&cortex&predict&human&performance&in&rapid&image&categoriza,on&&

Burstein, 2013). The features of STRATUS described in this section are fully implemented, but STRATUS
is the focus of ongoing development and, in particular, the sensor choice module described in this paper is a
work in process, and exists only as a not yet integrated proof of concept.
STRATUS is model-driven, using an ontology containing models of:
•
•
•
•
•
•

Missions: a time-phased schedule for use of software systems.
Components: software systems and their communications requirements.
Vulnerabilities: known types of attacks on systems, and their likelihoods.
Trust levels for hardware and software resources given attack evidence.
Attack Plan schemas for multi-step attacks.
Host and cluster organization for reasoning about how colocation2 or network proximity can contribute to the possibility of vulnerability.

These models enable STRATUS to develop expectations about how observed problems might indicate
attacks, and how attacks might proceed to adversely impact some mission(s). The overall architecture is
shown in Figure 1.
Tactical Detection and Response: The lower half of the architecture in Figure 1 shows how STRATUS relies on features provided by the Communications Security Enforcement (CSE) infrastructure layer,
an object- and model-based secure communications platform. The cloud computation infrastructure that
STRATUS defends is decomposed into a set of communicating CSE components, each of which is a software application that can be redeployed and replicated by the CSE infrastructure. CSE enables STRATUS to
2. e.g., software components on the same (virtual) host as a known intrusion are less trustworthy.
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monitor and redirect communications, to install and utilize redundant copies of software systems, and even
to rewind and replay communication. It can transparently reconnect the communication channels between
functioning components and those components being replaced by copies on more trustworthy platforms.
CSE uses models of component communications protocols, elements of which are typed objects from
an ontology, to monitor for signs of corruption or software failure. When it detects these signs, it sends
reports to STRATUS’s sensor fusion subsystem, MIFD, which is based on the earlier Scyllarus (Goldman &
Harp, 2009) system. The most recent version of Scyllarus developed by SIFT, Adventium and Honeywell,
was able to run at scale for weeks at a time. It used Bayes nets and qualitative probability to filter the large
numbers of weak reports of intrusion evidence to identify the most likely attack events. MIFD similarly
filters and fuses sensor reports to develop hypotheses of intrusion events.
Intrusion events considered significant are used by both the tactical and strategic parts of the system.
STRATUS will use them first to respond tactically to signs of corruption in key components, and strategically
to look for longer attack plans in progress. The first step in the tactical processing is to identify the effect
on mission components’ health of the events identified by MIFD. The diagnosis module, DAD (Laddaga &
Robertson, 2013), uses these MIFD’s event messages to develop trust scores for each software component.
These trust scores represent the likelihood that a component will perform properly in its various roles, in
the present and near future. The components most likely to be compromised are considered by MOTHER
when deciding whether to shift to alternate placements of components on different hosts, or to bring backups
online to be ready to quickly replace compromised components in order to support key mission functions.
Strategic Threat Anticipation:
MIFD’s intrusion events are also used in the strategic process of recognizing attacker plans. STRATUS’sattack planner, RAPPA, uses diverse planning techniques (Srivastava
et al., 2007) to generate a set of possible attack plans. This is a set of plans to defeat mission goals by
attacking the current mission software elements, and the hosts those elements were assigned to run on. This
set of possible plans is then summarized into a plan library using hierarchical task network (HTN) plan
learning methods (Hogg, Muñoz-Avila, & Kuter, 2008; Hogg, Kuter, & Muñoz-Avila, 2009; Hogg, Kuter,
& Muñoz-Avila, 2010). This plan library, in turn, is used by STRATUS’splan recognizer, PAPR, a system
based on techniques developed by Geib and Goldman (Geib, 2009; Geib & Goldman, 2011; Geib, Maraist,
& Goldman, 2008). PAPR does not try to identify a single specific attacker plan, instead picking out the
most likely next steps in possible attack plans. This information is used to inform DAD’s model of future
component trustworthiness, and from there, inform MOTHER’s countermeasure planning.
The upper portion of Figure 1 shows the components responsible for the strategic aspect of STRATUS, centered around PAPR, which does the attack plan recognition. Responses to attacks in progress are
generated by MOTHER using alternate resource configurations generated by the resource reasoner, SQRL.

4. MIFD
MIFD, like its predecessor Scyllarus, views sensor fusion as an abductive, or diagnostic process. That is, a
process of reasoning to the best explanation. MIFD’s sensor fusion is particularly tailored to fusing reports
from Intrusion Detection Systems (IDSes). When it receives sensor reports (IDS reports), MIFD forms
event hypotheses to explain those sensor reports. Note that this is not a simple one-to-one process: MIFD
fuses multiple sensors, so there will in general be multiple sensor reports providing support for a single
event hypothesis. Sensors are often ambiguous, so there may be multiple alternative event hypotheses that
would explain a single sensor report. Finally, events may be components of complex event hypotheses. For
example, a single denial of service attack event hypothesis might explain multiple flooding attacks on a set
of web servers. Note that the set of event hypotheses need not be exhaustive: some sensor reports are simple
false positives.
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The sensor reports and the event hypotheses that could explain them constitute a Bayes network.3 We
refer to the process of constructing this Bayes network as clustering. There is also a separate process
of assessment, in which MIFD uses the evidence in the Bayes networks to assign a qualitative likelihood
ranking to each of the event hypotheses. We will not discuss assessment further in this paper; for more
details see (Goldman & Harp, 2009).
As described above, the two key data items in the cluster preprocessor are sensor reports and event hypotheses. The sensor reports are issued by various sensor programs, and consist of a report type, which
specifies the condition that the sensor claims to be detecting. We say “claim to” because our experience
indicates that even the most expert security analysts cannot reliably identify what their sensors will detect.
IDSes must generally infer the existence of a security-related event from data (e.g., packet headers) that provides only very indirect and noisy indications. Such sensors often have a high false positive rate, and detect
conditions (both other intrusions and benign events that resemble intrusions in some way) that their designers had not anticipated. Sensor reports also contain information about the location of the detection. Because
STRATUS operates on a virtual network defined by the CSE middleware, location specifications are primarily in terms of source component(s), destination component(s), and CSE channel(s).4 Host information can
be inferred from the CSE components.
The clustering process generates event hypotheses to explain or interpret the sensor reports. The event
hypotheses similarly have event types. These event types disambiguate the sensor reports. For example, in
an early deployment of Scyllarus, we encountered a sensor report that claimed to identify network scanning,
but that in fact also detected a class of software update, and traffic from Microsoft’s print server. Each
would be an alternate event hypothesis. The event hypotheses also contain location information, but MIFD
attempts to disambiguate the source and destination information on the sensor reports into attacker(s) and
target(s). We have found that IDSes are erratic in the way that they assign “source” and “destination.”
Sometimes, especially for network-based IDSes (NIDS), these track the direction of packet flow, sometimes
an attempt is made to infer a directionality for a session rather than a particular packet (or set of packets), and
sometimes the IDS author tries to assign a more semantic notion that parallels the attacker/target distinction.
For example, a successful phishing attack might involve a session in which the target is the “source” in the
sense that the target computer initiates an HTTP session that requests download of malware. Alternatively, a
NIDS might see the malware flowing in the HTTP response, and report the web server hosting the malware
as the source, and so on.
The process of forming event hypotheses, populating them, and linking them to sensor reports and to
each other is mediated by background information in hypothesis matchers. See Figure 3. An individual hypothesis matcher, M pairs a phenomenon, P (M ), a sensor report type or an event type, with an explanation,
E(M ) event type. Hypothesis matchers perform a rule-like function. To a first approximation, a hypothesis
matcher records the following inference pattern (Charniak & Goldman, 1988):
∀x : P (M )(x) → E(M )(x)
For example, one hypothesis matcher we use represents the following inference: “If there is a sensor
report of type unexpected component restart, hypothesize an event of type compromised
component.”
There are two ways a hypothesis matcher can link a phenomenon to an explanation event hypothesis: it
can either cause a new event to be hypothesized, or it can match an existing event hypothesis, and cause the
new phenomenon to be linked in as additional evidential support. This is how hypothesis matchers can serve
to fuse information from multiple sensors. In order to control this information fusion, hypothesis matchers
3. Typically, this Bayes network is not completely connected: there are multiple connected components, each its own Bayes
network. For example there may be some events occurring at host H1 that are independent of what’s going on at H2
4. The predecessor system, Scyllarus, had sensor reports with location information conforming to more conventional network
architectures: source IP addresses, destination IP addresses, port numbers, etc.
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Figure 3: The function of hypothesis matchers.
contain data checks, which typically match location properties. For example, in order for an additional
sensor report to support (be explained by) the compromised component hypothesis in our previous
example, the data check would require the destination component of that sensor report to be the
same as the target component of the compromised component hypothesis.
Finally, when creating a hypothesis or adding support to it, we copy information from the supporting
report or event. For example, when we initially create the compromised component event, we copy
the destination component value from the unexpected component restart sensor report
into the target component of the hypothesis.

5. The Need for Sensing Goals
As our work on STRATUS has progressed, we have become convinced that dynamic, context-sensitive
control of sensors is a critical capability for autonomous cyber defense. Existing IDSes typically have very
high false positive rates. MIFD’s fusion of multiple heterogeneous IDSes mitigates this problem, but even
after fusion, there are many cases where follow-up “forensic” investigation is required. The type of sensing
actions that a security analyst does in this more in-depth event investigation are too expensive to be deployed
as routine, “always on” sensors. For example, after a possible intrusion, one might check cryptographic
hashes of system binaries. There are also some cases where there are sensing actions that are too expensive
to perform routinely, or which can be performed routinely, but produce too much information for constant
processing. Sensors like these might be reserved for the most high-value targets. In conventional network
defense, one would identify such targets a priori and statically. STRATUS uses mission models to identify
high value assets dynamically, in order to support defense of cloud style networks in which computational
resources are fungible, and computational tasks can be moved around the network more or less at will.
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For these reasons, we determined that STRATUS should be able to dynamically control its sensing. We
decided that STRATUS components desiring more information about particular (possible) events should be
able to issue sensor requests. These sensor requests might be termed “information desires” if we adopt the
jargon of BDI (belief-desire-intention) modeling. It will be the job of the MOTHER component to reason
about the importance of these desires or requests, and determine whether to turn them into “intentions” and
act upon them.

6. Forming Sensing Goals
STRATUS will form two kinds of sensing goals: forensic sensing goals, which attempt to find more evidence
to reason about existing event hypotheses, and proactive sensing goals, that seek to place sensors to monitor
expected threats. Here we describe the reasoning processes, and in the following section we describe the
supporting knowledge representation.
The formation of forensic knowledge goals may be triggered when MIFD finds an event hypothesis
whose uncertainty it can’t resolve: it neither thinks it likely nor unlikely. In this circumstance, MIFD will
examine the model of the event hypothesis to determine how critical the event is: i.e., how bad it would be
if the hypothesis was true. STRATUS event type models contain impact specifications which indicate what
security goals would be compromised when the event occurs. In the event of a high-criticality unresolved
event hypothesis, MIFD will move to form sensor goals.
MIFD will invoke the sensor selection module (described in the following section) to identify sensors
that could provide additional information to resolve the uncertainty about the event in question. If it finds
such sensors, MIFD will publish a sensor goal, requesting this additional sensing. The STRATUS MOTHER
module, responsible for resource management, will receive the sensor request, assess the criticality to the
mission of the resource(s) to be examined, and consider the available sensing and sensor processing resources. Based on this information, MOTHER will decide whether or not to grant the sensing request. If
MOTHER grants the sensing request, it adds additional information needed to realize the goal and publish
it to CSE. The CSE infrastructure will carry out the necessary actions to implement the requested sensing.
Forming proactive sensing goals is a more open-ended process, open to arbitrary STRATUS subsystems.
Proactive sensing will begin when a STRATUS subsystem, S identifies an event (an attack on a particular
component or from a particular component) that it deems likely. This component might be DAD (Laddaga &
Robertson, 2013) using its diagnostic reasoning to identify network components to which a current infection
is likely to spread. DAD’s reasoning can exploit information about the topology of the network, the nature
of the network assets (what else is likely to be vulnerable to the current attack?), etc. Alternatively, S might
be an element of the strategic subsystem, which identifies likely next targets based on its reasoning about the
attacker’s likely goals. The next targets in plans for likely attacker goals are considered to be under threat.
After this STRATUS module, S, identifies events and locations that it considers of interest, per the above
reasoning, it will build representations for that information, as described in Section 7. This information will
be used to query the sensor selection module, and find appropriate sensors and placements. From here the
processing proceeds as per forensic sensing requests: the requests are published to MOTHER, which will
evaluate them in the light of available resources and criticality of the possible targets. If MOTHER decides
to grant the requests, they will be published to CSE for implementation.

7. KR to support sensing goal formation
We have developed a KR scheme to support formulating sensor requests assuming that STRATUS components will know what they want to see, and where they are interested in looking for it. The requesting
components will also specify whether they have a one-shot, forensic interest in the information, or whether
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Figure 5: Forming sensor requests.

they want ongoing sensor coverage. Given this information, our KR allows the requestor to identify candidate sensor prototypes and formulate requests. Figure 4 gives a diagram of the underlying KR.
We are adding to MIFD a sensor selection module that will allow clients to request information about
events of a particular type at a specific location (see Figure 5(a)). Finding the appropriate sensor prototypes
based on the desired events types is a relatively straightforward extension of the existing KR for MIFD
(see Section 4): the only work necessary here is to modify the existing representation, which has opaque
procedures for the data checks and slot writers, to be more declarative, to permit us to invert the existing
inference from supporter to event, and reason from event to possible supporters (see Figure 5(b - c)). Finally,
the information about the requested sensor will be embedded in a sensor request (Figure 5(d)), which will
be published to MOTHER for enactment or rejection.
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8. Related work
Assessing the cost and benefit of observations is a core part of the project of decision analysis. For example,
Raiffa’s introductory textbook, Decision Analysis treats the cost and benefit of seismic testing in the nowcanonical “oil wildcatter” problem (Raiffa, 1968). However, work in this area has focused more on choosing
which tests to run, rather than on finding the set of relevant tests, as in our work. Typically, in decision
analysis, the set of available tests is treated as given, as part of the framing of the problem. Some decision
analysis texts (e.g. (Keeney, 1996; Hammond, Keeney, & Raiffa, 1998) discuss how to frame problems, but
as a human process, rather than an automated one. Often decision problems are represented using Bayes
networks and Influence diagrams.
Partially-observable Markov Decision Processes (POMDPs) provide a theoretical framework for reasoning about active perception (Cassandra, 1994). POMDPs are closely related to influence diagrams, but stress
sequential decision over time rather than structuring by causal influence. POMDPs are typically solved using
methods that stress infinite horizon problems and discounted reward, so in practice are applied to different
problems than influence diagrams, which tend to be used for finite-horizon, single-shot decision problems.
POMDP algorithms tend to scale poorly and be usable only for very small problems, unless substantial
simplifications are made.
Ahmad and Yu propose a POMDP-based approach to active perception in the context of visual perception (Ahmad & Yu, 2013), but their test examples feature very small decision spaces (e.g., three-location
visual search). Eidenberger, et al. (Eidenberger, Grundmann, & Zoellner, 2009) also propose a POMDPbased approach to active vision, this time embedded in a robot, where they tradeoff information gain against
control action costs, but their work aims at continuous action spaces, rather than the discrete on/off decisions
we address here. All of these approaches, like the decision analytic approaches described earlier, take the
set of possible information-gathering actions as given, so are complementary to the work described here,
which focuses on finding the set of appropriate possible sensing actions.
We have been influenced by neuroscience work on perception in humans and other animals. Recent
research has stressed the important role of expectation, active management of attention, and integration
of higher cognition with low level sensing (Borji, Sihite, & Itti, 2011). This research overturns an earlier
paradigm which stressed unidirectional, feed-forward processing that incrementally built higher and higher
level interpretations.
Our work on STRATUS relates to other work on systems with goal directed autonomy (GDA) (Molineaux, Klenk, & Aha, 2010). STRATUS is like Molineaux, et al.’s ARTUE GDA system in attempting to
address a dynamic, adversarial environment with substantial issues of partial observability. Until recently,
Unlike ARTUE, STRATUS has not focused on generating goals on the fly, since STRATUS’sgoals are substantially computed from the fixed mission goals that the computational infrastructure serves. A key issue
that distinguishes our current work is focus on choice of sensing behaviors. We believe that this is due to
the large set of sensors available in cyber space, their widely varying qualities, and weaknesses in sensor
quality and domain models.5
There has been a limited amount of related work in the planning literature. Work at the University of
Washington on the Unix SoftBot stressed the ability to incorporate sensing actions into plans, but focused
more on representation of the sensing actions, and on efficiently updating the belief state of the observing
agent (Etzioni, Golden, & Weld, 1997; Golden, 1997). Petrick and Bacchus have revived and adapted
this work for today’s more capable planners (Petrick & Bacchus, 2004). There is related work in action
modeling that addresses more expressive reasoning about sensing actions, but we do not know of any work
that has succeeded in making it efficient enough for use in actual programs (Scherl & Levesque, 1993).
Alford, et al. address the problem of choosing information-producing actions particularly for reasoning
5. Cyber attacks tend to occur precisely at points of modeling weakness, since exploits typically arise from incorrectly implemented specifications, or leaky specifications.
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about uncontrolled agents in the environment (Alford et al., 2015). Their work applies an approximated
POMDP model to an air-to-air combat simulation, and effectively shows that inference about the attacker’s
intentions is useful in leading to better outcomes. In this domain, however, there are no distinguished sensing
actions: only actions that as a side-effect cause the adversary to expose its intentions.
In the proceedings of this workshop, Bengfort and Cox (“Interactive Knowledge-Goal Reasoning”) discuss formation of knowledge goals as part of an interactive question-answering system. Their work differs
from ours in handling more complex knowledge goals, which can profitably be decomposed by subgoaling.
Rather than a model-based approach, they use case-based reasoning to find previous methods of questionanswering that match present knowledge requirements, and they work interactively with a human in the
loop. Another important difference is that the purpose of the knowledge-seeking is outside the scope of
consideration (their system serves a human user who has information needs), whereas our knowledge goals
are strictly in the service of action. This is why our information goals are subject to evaluation by MOTHER,
the action-choosing component of STRATUS: STRATUS’sinformation goals are of different priorities depending on whether they serve to choose an action, and depending on how important that action choice is.
For example, there’s no point in further sensing if the action choice is the same whether or not a particular
component has been compromised (e.g., perhaps its downstream components are known to be corrupted,
so its work is useless). Or, if a particular component is of low importance, it may be best to simply shut it
down, rather than commit resources to further investigation.

9. Conclusions
In this paper we have described a method of forming and processing sensor goals in order to actively manage
sensing for cyber defense. This process will allow STRATUS to appropriately develop situation awareness
by allowing it to employ a combination of cheap and likely noisy sensors, and more accurate sensors that
are too expensive to employ everywhere and at all times.
The work described in this paper is very much in progress. We have developed a preliminary implementation of the model, which provides both KR and automatically-generated CSE communications stubs.
We are currently working on the sensor selection module and its API, and are developing test scenarios.
We have already carried out experiments on abstract models of active perception, which show its value in
situation with the observation characteristics of cyber defense. We expect to publish the results of those
experiments in the near future.
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